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Synchronization Options and Their Performance Benefits for
Spatial Index on Persistent Memory
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and Masaru KITSUREGAWA†d), Fellow

SUMMARY Efficient management of spatial data is essential for ap-
plications such as navigation, urban planning, and location-based services.
With the rapid growth of spatial data volume and complexity, traditional
storage solutions like SSDs are increasingly inadequate in meeting the
performance demands of such workloads. Persistent Memory (PMEM)
emerges as a promising alternative, offering low latency, high throughput,
and byte-addressable access, while retaining data even after power loss.
These characteristics make PMEM particularly attractive for spatial index-
ing structures such as the R-Tree, which are central to spatial data manage-
ment. However, existing R-Tree implementations on PMEM-such as FBR
using mutex-based synchronization and PMR using PMwCAS-suffer from
scalability bottlenecks in multi-threaded environments. Mutex-based syn-
chronization introduces significant contention, while PMwCAS provides
only partial lock-freedom and incurs non-negligible overhead. To address
these limitations, we propose TSR (Test and Set based R-Tree), an effec-
tive synchronization method based on Test-and-Set (TAS) instructions. By
applying TAS at the node level, TSR minimizes contention and enables
higher concurrency during insert operations. We have conducted exten-
sive experiments using real PMEM hardware and demonstrate that TSR
outperforms both FBR and PMwCAS in terms of insertion throughput and
scalability. At eight threads, TSR improves throughput by up to 66% com-
pared to FBR and 44% over PMwCAS. Our contributions are threefold:
(1) we demonstrate the performance advantage of PMEM over SSDs in
spatial indexing workloads; (2) we propose a TAS-based synchronization
method that achieves better thread scalability; and (3) we provide a com-
prehensive performance analysis of R-Tree implementations under different
synchronization strategies on PMEM.
key words: Database, PMEM, Non-volatile Memory, SSD, Spatial Indexing
Structure

1. Introduction

Persistent Memory (PMEM) bridges the gap between volatile
memory and traditional storage, offering near-DRAM speed
with persistent data storage. It significantly improves per-
formance, particularly for low-latency operations such as
insertions and updates. PMEM exhibits lower latency and
higher throughput than SSDs but has slightly higher latency
and lower throughput than DRAM. Unlike DRAM, data in
PMEM is retained even when power is discontinued, making
it suitable for critical data storage. PMEM supports byte-
addressable access, providing DRAM-like usability along
with the persistence typically provided by secondary storage
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technologies such as magnetic disks and flash memory.
Despite these advantages, the adoption of PMEM

presents new programming challenges, such as ensuring data
persistence and handling explicit cache flushing. This paper
evaluates the implementation of spatial indexing structures,
particularly the R-Tree, on PMEM compared to traditional
SSDs to assess performance benefits and operational impli-
cations. Specifically, we compare the performance of the
Failure-Atomic Byte-addressable R-tree ([6] (hereafter re-
ferred to as FBR) and the PM-Rtree ([15] (PM-Rtree: A
Highly-Efficient Crash-Consistent R-tree for PMEM, here-
after referred to as PMR), two established methods for R-
tree synchronization on persistent memory. FBR utilizes
mutex-based synchronization, which introduce significant
contention and hinder scalability, while PMR improves scal-
ability using PMwCAS (Persistent Multiword Compare-and-
Swap) [29]. However, both methods still encounter per-
formance bottlenecks, especially when handling multiple
threads.

This study is motivated by the need to better leverage
PMEM’s low-latency and persistent characteristics in spa-
tial indexing workloads. We examine how PMEM affects
the performance of spatial indexing operations which are
crucial for applications such as geographic information sys-
tems, social design, and other data-intensive applications that
require high-speed data retrieval and manipulation on spa-
tial datasets. Furthermore, we propose TSR (Test and Set
based R-Tree), an alternative synchronization method using
Test-and-Set (TAS) instructions. Our experiments demon-
strate that TSR significantly improves thread scalability and
throughput compared to both mutex-based synchronization
(used in FBR) and PMwCAS (used in PMR), offering supe-
rior performance in multi-threaded environments.

This research makes the following contributions:

• We empirically evaluate the performance benefits of
PMEM over SSDs for spatial indexing, demonstrating
its superior throughput, particularly in insertion opera-
tions.

• We introduce a novel synchronization technique using
Test-and-Set (TAS) instructions, which enhances thread
scalability and throughput in multi-threaded environ-
ments, surpassing mutex-based synchronization (FBR)
and PMwCAS (PMR).

• We analyze the effectiveness of PMEM for spatial
queries, discussing its practical applications, limita-
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tions, and the impact of various synchronization meth-
ods.

The structure of the paper is as follows. Section 2
provides the background and motivation of this study, intro-
ducing spatial indexing, particularly R-Tree, and comparing
PMEM with SSDs. Section 3 presents our TAS-based syn-
chronization technique. Section 4 details the experimental
setup and results. Section 5 reviews related studies, and
finally Section 6 concludes the paper.

2. Background and Motivation

Spatial indexing is a crucial technique in database manage-
ment, enabling efficient retrieval, insertion, and manipu-
lation of spatial data. These indexes are fundamental to
applications such as geographic information systems (GIS)
and spatial database systems [8], [23], computer-aided de-
sign (CAD) and VLSI layout [25], and urban planning.
Among various spatial indexing methods, the R-Tree stands
out due to its dynamic nature and its ability to manage multi-
dimensional data efficiently.

2.1 Spatial Index Structure, the R-Tree

The R-Tree (see Figure 1), a height-balanced tree similar in
concept to B+-trees but optimized for spatial access methods,
was introduced by Guttman in 1984 [9]. It organizes spatial
data using bounding rectangles and handles spatial overlap
effectively, making it suitable for systems where both inser-
tion and querying are frequent. Each R-Tree node stores a
bounding rectangle that covers either spatial data entries or
other nodes, forming a hierarchical structure optimized for
spatial queries.

In Figure 1, the root node has child nodes R1 and R2.
R1 has child nodes R3, R4, and R5. R3 similarly has R8,
R9, and R10, which become leaf nodes. Leaf nodes store
multi-dimensional object data and tuple identifiers.

The original R-Tree definition does not provide trans-
actional support; therefore, additional concurrency control
and recovery mechanisms are required for use in database
systems and similar applications.

A reference book [19] covers major proposals for the
R-Tree following the original work. However, due to its
publication date (2006), it does not consider more recent
hardware trends such as persistent memory.

2.2 Persistent Memory Background

Persistent memory (PMEM), particularly Intel Optane
DCPMM, provides byte-addressable persistence with la-
tency and bandwidth characteristics that are typically be-
tween DRAM and SSD. Compared to DRAM, PMEM gen-
erally has higher access latency and lower bandwidth, while
it provides persistence. Compared to SSD, PMEM enables
load/store access and can eliminate block I/O overheads.
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Fig. 1 R-Tree example

2.2.1 Performance Characteristics Relevant to This Study

Several PMEM characteristics are relevant when designing
and evaluating update-intensive index structures:

• Read/write asymmetry: PMEM writes are typically
slower than reads, and write behavior is more sensitive
to access patterns than DRAM.

• Write granularity: PMEM persistence is managed
at cache-line granularity, and internal write-combining
behavior can make small scattered writes inefficient. In
particular, updates smaller than the internal write unit
(often discussed around 256 B) may suffer from write
amplification and reduced effective bandwidth.

• Durability requirements: To make updates durable,
software must explicitly flush modified cache lines and
enforce ordering when required.

We use these points to interpret the observed throughput
trends in the evaluation section.

2.2.2 Programming Model for PMEM

When utilizing PMEM, several programming considerations
are required to ensure correctness and durability:

(1) Explicit Information Persistence.

The timing of persistence is generally asynchronous: data
written by stores may remain in CPU caches and not be-
come durable immediately. Programmers must use explicit
instructions to flush cache lines and to ensure write ordering.
For Intel Optane DCPMM, CLFLUSHOPT and CLWB can be
used to flush cache lines, and SFENCE enforces ordering of
these flushes.

(2) Atomicity.

PMEM supports atomic writes up to 8 bytes. Larger data
structures must be managed carefully to maintain failure
atomicity for complex operations (e.g., insertions that trigger
node splits). Techniques such as logging, shadow copies, or
transactional mechanisms can be used.
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2.2.3 Crash Consistency and Synchronization

Ensuring crash consistency in PMEM requires maintaining
a consistent state even under system crashes. For data struc-
tures such as R-Trees, operations may involve multiple up-
dates, so failure-atomic techniques are required. One ap-
proach is to use persistent transactions provided by libraries
such as PMDK.

In addition, synchronization mechanisms (e.g., mutex-
based synchronization or lightweight spin locks) are required
for concurrent updates. In highly concurrent environments,
coarse-grained locking can create bottlenecks; therefore, the
choice of synchronization primitive and locking protocol can
substantially affect scalability.

In this paper, we use the term mutex-based synchroniza-
tion to refer to blocking synchronization using mutex latches,
and we use mutex-based crabbing protocol to specifically de-
note the lock-coupling update protocol employed by the FBR
baseline during insert/delete/update operations.

Note: General background on PMEM-optimized B+-
tree and hash indexes, as well as related spatial indexes, is
summarized in Section 5 (Related Work) to keep this section
focused on fundamentals.

2.3 Motivation

This study is motivated by the need to understand PMEM
performance trade-offs relative to traditional storage tech-
nologies, particularly in the context of spatial indexing work-
loads. While PMEM provides byte-addressable persistence,
update-intensive index operations can amplify writes and
require careful ordering for durability.

Our goal is to evaluate how PMEM can be leveraged to
improve the performance and efficiency of spatial indexing
tasks. In particular, we focus on the impact of synchro-
nization choices on scalability and throughput when R-Tree
updates are executed concurrently on PMEM.

3. TSR-Tree (Test-and-Set Based R-Tree)

This section presents TSR-Tree, a Test-and-Set (TAS) based
synchronization technique for concurrent R-Tree updates on
PMEM. Compared to FBR [6], which relies on a mutex-
based crabbing protocol for updates, and PMR [15], which
uses PMwCAS [29] for persistent updates, TSR-Tree uses
a lightweight TAS-based protocol at each node to reduce
contention and improve scalability.

3.1 Problem Setting and Design Rationale

On PMEM, correctness requires both (i) concurrency control
for multi-threaded updates and (ii) crash consistency so that
the tree remains recoverable after a failure. R-Tree insertions
may trigger node splits and propagate structural changes
from a leaf up to the root. Therefore, updates must be
coordinated across a root-to-leaf traversal (and possibly split

Algorithm 1 TSR-Tree insertion with a TAS-based latch
(simplified)
1: procedure AcquireTAS(𝑛)
2: while (𝑛→ 𝑙𝑜𝑐𝑘.test and set()) do ; end while
3: end procedure

4: procedure ReleaseTAS(𝑛)
5: 𝑛→ 𝑙𝑜𝑐𝑘.clear()

6: end procedure

7: procedure InsertTSR(𝑟𝑜𝑜𝑡 , 𝑒𝑛𝑡𝑟 𝑦)
8: 𝑝 ← 𝑟𝑜𝑜𝑡; AcquireTAS(𝑝)
9: while 𝑝 is not a leaf do

10: 𝑐 ← ChooseSubtree(𝑝, 𝑒𝑛𝑡𝑟 𝑦)
11: AcquireTAS(𝑐) ⊲ TAS latch instead of mutex lock(𝑐)
12: ReleaseTAS(𝑝) ⊲ hand-over-hand (lock coupling)
13: 𝑝 ← 𝑐

14: end while
15: InsertIntoLeaf(𝑝, 𝑒𝑛𝑡𝑟 𝑦)
16: PersistLeafIfNeeded(𝑝) ⊲ leaf-only persistence optimization

(implementation-specific)
17: ReleaseTAS(𝑝)
18: end procedure

propagation) while preserving a failure-consistent order of
modifications.

FBR [6] ensures crash consistency using a mutex-based
crabbing protocol, but such mutex acquisition and hand-over
can create contention under high concurrency. PMR [15]
reduces some locking overhead using PMwCAS, but the
multi-word atomic update introduces non-trivial software
overheads. TSR-Tree adopts a simpler approach: it uses
a TAS-based spin lock per node for short critical sections,
enabling a lightweight crabbing protocol with reduced lock
management overhead.

3.2 TSR-Tree Update Protocol

Algorithm 1 outlines the TSR-Tree insertion protocol at a
high level. TSR-Tree traverses from the root to a target leaf
using a crabbing-style lock coupling: it acquires a node lock,
selects the next child, then acquires the child lock before
releasing the parent lock. When a split occurs, TSR-Tree
performs failure-consistent updates by persisting new nodes
and metadata before publishing pointers (or parent entries)
that make them reachable.
TAS lock implementation. We implement TASLock using
an atomic test and set() instruction on a per-node lock word.
Unlike a mutex, TAS spinning avoids kernel involvement
and can reduce lock handover overhead for short critical sect

In our implementation, we replace the mutex-based syn-
chronization used in the FBR baseline with a TAS latch,
i.e., while (lock->test and set()) ; for acquisition
and lock->clear() for release.

Table 1 summarizes the synchronization primitives
compared in this study.
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Table 1 Comparison of Synchronization Methods

Method Synchronization Waiting style Scalability

FBR [6] Mutex
(crabbing
protocol)

Blocking
(mutex)

Low

PMR [15] PMwCAS [29] Non-blocking
(CAS-based)

Moderate

TSR (this paper) Test-and-Set
(TAS)

Spinning
(lightweight
latch)

High

Table 2 Experimental setup.

Processor Intel Xeon Silver 4215,
2.5GHz,
L1d 32KiB, L1i 32 KiB,
L2 1 MiB, L3 11 MiB
(shared)

CPU cores (physical / logical) 16 / 32 (SMT enabled)

Main memory (DRAM) 32 GiB * 12 (384 GiB)

PMEM
Intel Optane DCPMM (100 series) 128 GiB *12 (1536 GiB)

Persistent Memory De-
velopment Kit (PMDK)
1.8

Storage (SSD) 800 GB * 4 2.5-inch SAS
SSD (Samsung PM1645)

OS CentOS 7.7.1908, linux
kernel 3.10

4. Experiment and Results

4.1 Hardware, Software Configuration

Our evaluation server has 16 physical CPU cores and
32 logical CPU threads (2 hardware threads per core via
SMT/Hyper-Threading). Unless otherwise noted, we report
results using up to 32 software threads to match the number
of logical CPU threads.

We used Intel Optane DC Persistent Memory Module
(DCPMM) 100 series in App Direct mode.

The experiment was conducted on the following envi-
ronment (Table 2).

4.2 Experimental Methods and Results

Using FBR as a baseline, we conducted an experiment
in which 200,000 spatio-temporal segments derived from
the Porto taxi trajectory dataset (UCI repository) were in-
serted into the R-Tree. The following source code was used:
https://github.com/DICL/FBR-tree

The results are shown in Figure 2. The database was
generated in PMEM using PMDK and mapped into memory
in App direct mode. The number of threads to insert spatial
data into the database was varied from 1, 2, 4, 8, 16, 20, 24,
28, 30 and 32, and throughput was measured. The horizontal

Fig. 2 Comparison of synchronization options on Baseline (PMEM FBR,
PMEM FBR+PMwCAS, PMEM FBR+TAS (our proposal)) in terms of
insertion throughput of 200,000 spatial records into the R-Tree index with
different degrees of parallelism across algorithms. TAS outperforms both
FBR and PMwCAS, especially in multi-threaded environments. While
FBR suffers from significant scalability issues due to its use of mutex-based
crabbing protocol, and PMwCAS shows improvements but still plateaus at
higher thread counts, TAS provides a lightweight locking solution that scales
effectively. This makes TAS a more efficient synchronization technique
for high-concurrency data insertions into the R-Tree index on persistent
memory. Comparison of synchronization options on PMEM and SSD
(SSD FBR, SSD FBR+PMwCAS, SSD FBR+TAS (our proposal)). PMEM
consistently offers much higher insertion throughput than SSD.

axis represents the number of threads, and the vertical axis
represents the number of insertions per second.

First, data files were placed in the PMEM area and their
insertion times were measured. The baseline FBR algorithm
(represented by the PMEM FBR line in Figure 2) achieved
221K insertions per second with a single thread. However,
beyond four threads, performance plateaued at 140K inser-
tions per second due to contention from the mutex-based
crabbing protocol, which restricts parallelism.

In contrast, the proposed TSR (using Test-and-Set
(TAS)) method (represented by the PMEM FBR+TAS line),
which is designed to reduce contention and improve scala-
bility, demonstrates significantly better performance. TAS-
based synchronization substantially improves scalability.
At eight threads, TSR reaches 366K insertions/sec-66%
higher than FBR (221K/sec) and 44% higher than PMw-
CAS (254K/sec), based on Figure 2. This gain results from
the elimination of mutex-based crabbing protocol, which re-
duces contention and enhances parallel execution. The TAS
method thus addresses the scalability issues seen in FBR,
offering a more efficient solution for high-concurrency data
insertions in PMEM.

Beyond eight threads, however, the effective scaling
on our machine saturates, and throughput gains gradually
plateau, indicating potential bottlenecks arising from mul-
tiple factors. First, under higher concurrency levels (16
or 32 threads), Non-Uniform Memory Access (NUMA) ef-
fects may cause uneven memory latencies across sockets (or
force time-slicing on the same core). Second, as the num-
ber of threads increases, cache line contention can escalate
due to frequent atomic operations (e.g., Test-and-Set), lead-
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ing to additional stalls. Lastly, the cumulative overhead of
cache flushes (CLWB) and fencing instructions (SFENCE)
might accumulate with thread count, particularly on PMEM
writes. These observations suggest that although TAS miti-
gates the mutex-based crabbing protocol contention seen in
FBR, future optimizations are required to address physical
core limitations, NUMA awareness, cache-line conflicts, and
write-latency overhead at larger thread counts.

The data files were then placed in the SSD area, where
the insertion rate was approximately 6K records per sec-
ond. The baseline FBR algorithm on SSD (represented
by the SSD FBR line in Figure 2) achieved 6K insertions
per second with a single thread. However, beyond four
threads, performance plateaued at 14K insertions per second
due to contention from the mutex-based crabbing protocol,
which restricts parallelism. (As shown in the figures, we use
PMEM FBR to indicate the FBR baseline on PMEM, PMEM
FBR+TAS to indicate the one synchronized with Test-and-
Set, and PMEM FBR+PMwCAS to indicate the one syn-
chronized with PMwCAS, and SSD FBR to indicate the FBR
baseline on SSD, SSD FBR+TAS, SSD FBR+PMwCAS, re-
spectivery.) PMEM achieved 211K insertions per second,
surpassing SSDs (6K/sec) more than 35 times. The through-
put on PMEM is much higher than SSD. We note that using a
high-end NVMe SSD (instead of the SAS SSD in our setup)
would likely reduce the observed gap for update workloads.
Nevertheless, PMEM remains advantageous for fine-grained
persistent index updates due to byte-addressability and lower
access latency than block devices.

This advantage comes from PMEM’s byte-level access,
which facilitates more efficient read and write operations.
In contrast, SSDs rely on block-level operations, causing
inefficiencies due to block size constraints.

Based on our experiments (Figure 3, PMEM FBR and
PMEM FBR+TAS) throughput at thread count eight of dif-
ferent sizes (the number of data sizes is 100k, 200k, 500k,
1000k (1m) and 4,000k (4m), respectively), we can make
several observations regarding the performance of PMEM
FBR and PMEM FBR+TAS, as well as their respective SSD
implementations. First of all, PMEM outperforms SSD im-
plementation in all sizes. As the size increases from 100k to
1m, both PMEM FBR and PMEM FBR+TAS show a gen-
eral increase in throughput. In 4m, there is slightly lower
throughput both on PMEM FBR and PMEM FBR+TAS. The
SSD versions are always lower throughput than PMEM.

The results of the FBR search are shown in Figure
4. We prepared a database with 100,000 records in ad-
vance, which we then opened and mapped into memory using
PMDK’s pmemobj open() API. Subsequently, we randomly
mapped 10,000 records (referred to as ”10K” in Figure 4),
20,000 records (”20K”), 40,000 records (”40K”), etc., into
the database. We measured the number of searches per sec-
ond while varying the number of search threads, eventually
increasing it to 32. In particular, search throughput increased
proportionally with the number of threads.

Since the existing data files were memory-mapped, both
SSD and PMEM accesses occurred in memory. Conse-
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Fig. 3 This figure illustrates the insertion throughput of the R-Tree index
using eight threads, comparing the baseline FBR algorithm with FBR+TAS
(our proposed method) across varying dataset sizes. As the number of
spatial records increases from 100k to 1M, both PMEM FBR and PMEM
FBR+TAS demonstrate a general upward trend in throughput. At 4M, how-
ever, a slight drop in throughput is observed for both methods. Through-
out all dataset sizes, the insertion throughput of PMEM FBR and PMEM
FBR+TAS consistently exceeds that of SSD FBR and SSD FBR+TAS, high-
lighting the performance advantage of persistent memory and the proposed
TAS-based synchronization.

1 2 4 8 12 16 20 24 32
Thread

0

2000

4000

6000

8000

10000

Se
ar

ch
 T

hr
ou

gh
pu

t (
op

s/
se

c)

10K PMEM FBR
10K PMEM FBR+TAS
10K SSD FBR
10K SSD FBR+TAS
20K PMEM FBR
20K PMEM FBR+TAS
20K SSD FBR
20K SSD FBR+TAS
40K PMEM FBR
40K PMEM FBR+TAS
40K SSD FBR
40K SSD FBR+TAS

Fig. 4 Search throughput of spatial records on the R-Tree index with
different degrees of parallelism in the case of the FBR and FBR+TAS algo-
rithms on SSD and PMEM. The search throughput is comparable between
SSD and PMEM, indicating that once the data is loaded into memory, the
persistence nature of PMEM does not confer a significant advantage for
read-heavy operations, which are limited by other factors such as CPU
speed or algorithm efficiency rather than the storage medium’s read speed.

quently, the search throughput was nearly identical for files
on SSD and PMEM, with a peak at eight threads in the case
of PMEM.

The scalability limitation of the FBR baseline is pri-
marily attributed to contention in the mutex-based crabbing
protocol, where lock coupling along the update path can seri-
alize progress at upper-level nodes under high concurrency.
To further improve scalability, it is necessary to solve the
bottleneck in some way.

(1) Why TAS instead of TTAS.

In our implementation and evaluation setting, we considered
test-and-test-and-set (TTAS) to reduce coherence traffic un-
der contention. However, the lock hold time is short and
contention is mainly concentrated at upper-level nodes only
during bursts of concurrent insertions. We therefore adopted
TAS as a simpler baseline with lower implementation com-
plexity, and we leave a detailed TTAS comparison as future
work.
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(2) Trade-offs of busy waiting.

A TAS-based spin lock may waste CPU cycles under high
contention and can be less fair than blocking locks, poten-
tially increasing tail latency when many threads compete for
the same node. In our implementation, these effects are alle-
viated by keeping critical sections short and minimizing the
time a thread holds a node lock, but they remain an inherent
limitation of spinning under extreme contention.

These considerations motivate our choice of a
lightweight TAS-based primitive and frame the evaluation
results summarized below.

(3) Bandwidth (lower-bound) estimation.

Each insertion processes a 24-byte payload consisting of six
4-byte float values (e.g., longitude/latitude and a time-
related component), as implemented in our code. Given
the logical payload size of 24-byte per insertion, a conser-
vative lower-bound estimate of the payload bandwidth is
𝐵payload = 24 × 𝑇 [bytes/s], where 𝑇 is the measured in-
sertion throughput (insertions/s). This lower bound reflects
only the application-level payload and excludes additional in-
dex updates (e.g., MBR adjustments and node splits) as well
as persistence-related write-backs at cache-line granularity;
thus, the actual memory traffic and persistence bandwidth
can be substantially higher and is left for future work.

4.3 Summary of Experiment

We conducted a follow-up experiment on FBR to explore
scalability improvements. Specifically, we introduced a sim-
ple lightweight TAS-based locking approach using Test-and-
Set (TAS) instead of mutex-based synchronization for the
FBR implementation. The results showed that the TAS-
based approach significantly improved scalability compared
to the FBR mutex-based synchronization implementation.
More importantly, the TAS method not only outperformed
the mutex-based synchronization in FBR but also surpassed
PMwCAS, the synchronization technique used by PMR, in
terms of both throughput and scalability. While PMwCAS
improved scalability over mutex-based synchronization, it
still faced some performance limitations as the number of
threads increased. In contrast, TAS demonstrated superior
performance, maintaining high throughput and efficiency
even with a larger number of threads, making it the more
effective solution for high-concurrency data insertions on
persistent memory.

When the R-Tree was installed on SSD (Solid-State
Drive) instead of PMEM (Persistent Memory), the insertion
throughput ranged from 1.6% to 4.1%. However, there was
almost no difference in retrieval throughput whether the data
file was placed in PMEM or SSD. This similarity arises be-
cause both PMEM and SSD data files are memory-mapped.
Once mapped, the throughput becomes nearly equal.

5. Related Work

5.1 Persistent Memory Characteristics and System Support

Intel Optane DCPMM (PMEM) has been evaluated in terms
of latency, bandwidth, and power consumption, with early
studies relying on simulation and later studies using real
hardware as it became available [14], [21], [22], [32]. A
generic benchmarking framework is provided in [3]. Soft-
ware support has also been studied extensively, including
early evaluations of Intel’s NVM library (NVML) [26],
which later evolved into PMDK [12]. ADR/eADR mech-
anisms are summarized in [13].

5.2 PMEM-Optimized Indexes

A substantial body of work has extended classic index struc-
tures to PMEM, particularly for range indexes. Representa-
tive examples include Persistent B+-Trees [5], FPTree [20],
and BzTree [1], as well as broader evaluations and com-
parisons of PMEM indexing designs [10], [17]. Hash in-
dexes have also been studied for PMEM workloads, including
Level Hashing and Dash [11], [18]. Beyond index structures,
PMEM has been explored in file systems (e.g., NOVA [31])
and DBMS implementations [2], among other domains.

5.3 Concurrency and Crash Consistency Mechanisms

For crash consistency and atomic updates on PMEM, a
wide range of techniques has been proposed, including log-
ging, shadowing, and transactional support (e.g., PMDK).
lightweight TAS-based locking and optimistic synchroniza-
tion mechanisms have also been explored for PMEM data
structures. PMwCAS [29] enables multi-word compare-
and-swap on PMEM and has been applied to several range-
index designs. Recent work by Sugiura et al. [27] im-
proved PMwCAS-style mechanisms and evaluated their per-
formance characteristics. For completeness, classic latch-
free and concurrent indexing techniques in volatile memory
include B-link trees [16] and OLFIT [4].

5.4 Spatial Indexing on PMEM

Research on R-Trees for PMEM is relatively new but grow-
ing. Prior work has investigated crash-consistent R-Tree
designs for PMEM, such as FBR [6] and PMR [15]. We
note that the FBR study discusses both lock-based and lock-
free considerations; in this paper, we use the mutex-based
implementation as a practical baseline for comparison.

Several studies have also examined R-Tree designs
on storage devices and hybrid configurations, includ-
ing optimizations for flash/SSD storage [30] and hybrid
PMEM+SSD configurations [7]. More recently, scalabil-
ity aspects on many-core and NUMA machines have been
studied (e.g., [24]).
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In addition, log-structured and write-optimized ap-
proaches for persistent storage have been explored in related
contexts. For example, Plush [28] proposes a log-structured
design to reduce in-place updates, which differs from our
approach that focuses on synchronization choices for con-
current updates in an R-Tree on PMEM.

Overall, while substantial progress has been made in
PMEM indexing and system support, spatial indexing on
PMEM remains less explored than range indexing. This
paper contributes to this space by evaluating synchronization
choices for PMEM-based R-Tree updates and proposing a
lightweight alternative.

6. Conclusion and Future Work

This study investigated the implementation and performance
of the R-Tree spatial indexing structure on PMEM com-
pared to SSDs. PMEM offers significantly higher insertion
throughput compared to SSDs-up to 35x in some configu-
rations (e.g., 211K vs 6K insertions/sec). However, search
operations demonstrated comparable performance between
PMEM and SSDs, as it does not significantly benefit read-
heavy tasks once data is memory-mapped.

Despite these advantages, the study identified signif-
icant scalability issues with the FBR algorithm, primarily
due to mutex-based synchronization contention. The intro-
duction of Test-and-Set (TAS) synchronization yielded no-
table improvements in thread scalability, outperforming both
mutex-based synchronization (used by FBR) and PMwCAS
(used by PMR). TAS-based synchronization maintained high
throughput across various thread counts, making it a more
efficient solution for high-concurrency insertions on PMEM.
These results underscore the effectiveness of TAS in address-
ing scalability constraints in persistent memory synchroniza-
tion. Future research should examine its applicability to
other data structures and assess its performance across di-
verse PMEM architectures. Furthermore, integrating TAS
with hybrid synchronization models may enhance efficiency
in practical database applications.

Future work should focus on developing lock-free and
non-blocking algorithms to address these scalability chal-
lenges. Additionally, extending the research to other spa-
tial data-intensive applications will help in understanding
PMEM’s broader implications. A detailed cost-benefit anal-
ysis considering PMEM’s total cost of ownership would also
be valuable as the technology matures. PMEM represents a
promising advancement in data storage, with the potential to
bridge the gap between traditional storage and volatile mem-
ory. As the technology evolves, its adoption is expected to
increase, driving further innovation and research opportuni-
ties.

Acknowledgement

This work has been partially supported by Big Data Value
Co-creation Platform Engineering social cooperation pro-
gram at UTokyo-IIS with Hitachi, and Cross-ministerial

Strategic Innovation Promotion Program (SIP) on Integrated
Health Care System (JPJ012425).

References

[1] Arulraj, J., Levandoski, J., Minhas, U.F., Larson, P.A.: Bztree: A
high-performance latch-free range index for non-volatile memory.
Proc. VLDB Endow. 11(5), 553–565 (2018)

[2] Arulraj, J., Pavlo, A.: How to Build a Non-Volatile Memory Database
Management System. In: Proc. SIGMOD. p. 1753–1758 (2017)

[3] Benson, L., Papke, L., Rabl, T.: PerMA-Bench: Benchmarking
Persistent Memory Access. Proc. VLDB Endow. 15(11), 2463–2476
(sep 2022)

[4] Cha, S.K., Hwang, S., Kim, K., Kwon, K.: Cache-Conscious Con-
currency Control of Main-Memory Indexes on Shared-Memory Mul-
tiprocessor Systems. In: Proc. VLDB. vol. 1, pp. 181–190 (2001)

[5] Chen, S., Jin, Q.: Persistent B+-Trees in Non-Volatile Main Memory.
Proc. VLDB Endow. 8(7), 786–797 (2015)

[6] Cho, S., Kim, W., Oh, S., Kim, C., Koh, K., Nam, B.: Failure-atomic
byte-addressable R-tree for persistent memory. IEEE Trans. Parallel
and Distrib. Syst. 32(3), 601–614 (2020)

[7] Fevgas, A., Akritidis, L., Alamaniotis, M., Tsompanopoulou, P.,
Bozanis, P.: A study of R-tree performance in hybrid Flash/3DXPoint
storage. In: Proc. IISA. pp. 1–6. IEEE (2019)
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